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Abstract
Image captioning usually employs a Recurrent Neural Network (RNN) to decode
the image features from a Convolutional Neural Network (CNN) into a sentence. This
RNN model is trained under Maximum Likelihood Estimation (MLE). However, inherent issues like the complex memorising mechanism of the RNNs and the exposure bias
introduced by MLE exist in this approach. Recently, the convolutional captioning model
shows advantages with a simpler architecture and a parallel training capability. Nevertheless, the MLE training brings the exposure bias which still prevents the model from
achieving better performance. In this paper, we prove that the self-critical algorithm
can optimise the CNN-based model to alleviate this problem. A ranking metric-based
reward, denoted as SC-RANK, is proposed with the sentence embeddings from a pretrained language model to generate more diversified captions. Applying SC-RANK can
avoid the tedious tuning of the specially-designed language model and the knowledge
transferred from a pre-trained language model proves to be helpful for image captioning
tasks. State-of-the-art results have been obtained in the MSCOCO dataset by proposed
SC-RANK.

1

Introduction

Image captioning aims to automatically describe an image with natural language [2, 3, 36,
44, 48, 50, 51], which involves both computer vision (CV) and natural language processing (NLP) techniques. The modern methods of image captioning are largely influenced by
the development of deep learning, specifically the CNNs [20, 40] and RNNs [21]. Current
approaches usually apply a CNN as the image encoder and an RNN, specifically Long shortterm Memory (LSTM) [21] as the language decoder to realise image captioning [2, 48].
LSTM is considered as a standard model for vision-language tasks include not only image captioning [2, 44, 48] but also visual question answering [4, 47] and visual dialogue [13],
due to its compelling ability to memorise long-term dependencies through a memory cell.
However, as argued in [3], there are several unsolved issues in the LSTM-based sentence
c 2019. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: The ranking metric-based RL loss is proposed to achieve discriminative learning
and the MLE loss is used to make the generated sentence match the ground truth. This RL
loss can pull close the generated sentence with the paired ground truths and push it away
from the unpaired ground truths.

decoder, including the complex addressing and memorising mechanism and the increasingly
required memory for backpropagation through time (BPTT). As pointed out by [34], RNNbased models for language decoding are trained with MLE, which maximise the likelihood
of the next ground truth word given the previous ground truth word using back propagation,
also known as ‘Teacher Forcing’ [25]. In MLE, during the inference, the RNN-based sentence decoder generates a new token based on the previously generated tokens, instead of
the ground truth tokens used in the training stage, which causes a severe bias between the
training and testing stage. This phenomenon is denoted as exposure bias [34].
Recent efforts have been made on the application of CNN for sequence-to-sequence
tasks [17] [3]. Image captioning has been benefited from the success of CNN model in
sequence processing [3]. The CNN-based sentence decoder has many advantages, e.g., a
simple architecture and a parallel training capability, which lead the model to a higher training efficiency [17]. However, the CNN-based sentence decoder for image captioning also
has the exposure bias problem as the training is still under MLE framework. A solution to
solve this issue is to use self-critical learning [36] during the training. The self-critical learning used for optimising the language decoder usually leads the model directly optimise some
non-differentiate metrics, such as BLEU [33] and CIDEr [43], to alleviate the exposure bias.
A natural phenomenon we find is that when human describe an image, they often notice or even emphasise the different vital aspects of an image that diverse it from others.
This distinctiveness makes the human brain to decide on how to generate more accurate and
distinct descriptions. The distinctiveness is with critical significance in the task of image
captioning [11]. Hence, we propose a novel ranking metric-based reward in the self-critical
learning framework to achieve the discriminative learning of the image captioning model.
Specifically, inspired by the success of Triplet Loss [39] in metric learning, we design a
ranking metric as the reward in Reinforcement Learning (RL) framework, which can pull
the generated sentence closer to the paired ground truth sentence and push away the generated sentences from the unpaired ground truth sentences. Generally speaking, the Triplet
Loss can be trained with back propagation in conventional CV problems. However, the language generation is a discrete process, which cannot be easily differentiated. We make our
Triplet-like metric trainable by using RL techniques.
The generated sentences should be processed by a representation model to obtain embeddings to formulate this reward. A common approach of obtaining the sentence embedding
is to train a visual-semantic embedding model [35] in order to get the reward. Though a
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domain-specific trained network would yield good performance, we use a pre-trained language model [15] [10] to extract embeddings. Our motivations are twofold: One one hand,
it can utilise the knowledge transferred from the large-scale pre-trained language model. On
the other hand, it can avoid tedious tuning of the visual-semantic model and maintain performance. BERT [15] and InferSent [10] are two representative language models. Specifically,
BERT model is a stacked Transformers [42]. Separate layers of a pre-trained BERT contains
different level of information in the semantic space. Similar to the motivation of using different layers in the perceptual loss [23], we extract sentence embedding from various layers
of a BERT model to get diverse yet complementary information. A schematic illustration of
our general pipeline is presented in Figure 1.
Our contributions can be summarised as follows: 1) We argue that the CNN-based language model also suffers from the exposure bias problem. A self-critical training method is
applied in the convolutional image captioning model, which is the first attempt as we know.
2) We design a ranking metric-based reward with self-critical learning to optimise the image
captioning model. The sentence embedding is obtained from a pre-trained language model.
3) We achieve state-of-the-art results on the MSCOCO dataset and conduct intensive ablation
studies to unveil the impacts of different settings.

2
2.1

Related Works
Image Captioning

Current image captioning models use a CNN to encode the image and feed the image embedding to an LSTM network [44, 48]. Recently, the attention mechanism improves performance on various NLP tasks [5, 18, 42, 49]. The visual attention mechanism [2, 48]
has been extensively studied in image captioning. A channel-wise attention mechanism is
proposed in [8]. Semantic attention, which includes the attribute information in image captioning, yields better results [51]. Encoding fine-grained features from an object detector are
studied in [2, 27]. The features from an object detector can boost the performance since an
object detector focuses on the semantically meaningful and fine-grained image features. The
convolutional sequence processing for image captioning achieved comparable results with
RNN-based approaches, and with much higher efficiency [3] with a parallel training. Other
merits of utilising a CNN in image captioning include that the CNN can more easily handle long-term dependence [16] and avoid the complex memory and forgetting mechanism.
In this paper, we study the image captioning based on a CNN language decoder with both
global and object image features.

2.2

RL-based Sequence Learning

RL, especially the policy gradient, has been implemented in a sequence learning problem, to
alleviate the exposure bias issue [6, 30, 35, 36, 52]. The SeqGAN [52] uses adversarial training [19] for sequence problems. It uses the probabilities of the generated sentence matching
the ground truth as the reward and train the network alternatively. Meanwhile, the reward
directly from language evaluation metrics such as BLEU or CIDEr is proposed in [30, 36],
with much-improved results. Specifically, the self-critical learning [36] is an effective and
also efficient RL scheme in sequence learning, which utilises the greedy-sampling results as
the baseline for REINFORCE [45] and with state-of-the-art results among related methods.
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The approaches close to ours are [31, 35], where a joint visual semantic embedding is
trained by using a ranking loss to emphasis the diversities of the generated sentences. Then
a policy gradient learning is applied with the reward obtained from the trained embedding
model. In contrast, inspired by the perceptual loss in visual recognition [23], we extract the
language embeddings from several layers of BERT [15] and use a ranking metric to measure
the discriminative property of the generated sentences.

3
3.1

The Proposed Method
Convolutional Captioning Networks

The captioning model is adopted as the convolutional captioning proposed in [3], which is
originally from the convolutional machine translation model used in [17]. These convolutional networks apply the masked convolutions to process only on the past tokens to generate
new words. Two novel properties of this CNN model [3] are the residual connection between
layers for enabling a deeper network and the visual attention mechanism [48] in each layer
of the CNN.
Our model not only processes the features from a pre-trained CNN model but also an
object detector trained with the same split of the image captioning. As shown in Figure 2, we
use a Faster R-CNN to extract object-level features, along with the features from a ResNet-34
pre-trained on the ImageNet dataset [14], for image captioning. We use two convolutional
captioning models in parallel, and fuse the last fully connected features by concatenating
which are before another fully connected layer to transform the features to probabilities of
each word in a sentence.

3.2

Self-Critical Optimization

The self-critical sequence training was proposed in [36] to enable a more stable training
of the policy gradient [41]. We can consider the CNN model with masked convolution as
an agent, who interacts with the environment ‘sequentially’ and perform certain actions to
maximise the long-term reward.
The goal of training is to find a policy that maximises the expected reward:
J(θ ) = Ews ∼pθ [R(ws )]

(1)

where pθ is the policy network. ws = (ws1 , ..., wsT ) is a sentence sampled from pθ and wts is
the word sampled at step t. The gradient of the policy network (the agent) can be computed
via the REINFORCE algorithm [45] as follows:
∇θ J(θ ) ≈ Ews ∼pθ [R(ws )∇θ log P(θ )(ws )]

(2)

In practice, one can use Monte-Carlo sampling from the distribution of the actions:
∇θ J(θ ) ≈ R(ws )∇θ log P(θ )(ws )

(3)

where ws

∼ Multinomial(P(θ )).The Monte-Carlo sample is volatile, which could cause high
variance. A solution is to reduce a ‘baseline’ from the sampled reward:
∇θ J(θ ) ≈ (R(ws ) − B)∇θ log P(θ )(ws )

(4)
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Figure 2: The global features and object features are concatenated into one compact representation. The language embeddings are extracted from a pre-trained BERT model. The
cosine similarity between image embedding and language embedding is computed before
forwarding to our ranking metric to obtain the reward.
The optimal baseline is the expectation of the rewards, which is expressed as Ews ∼pθ [R(ws )].
The self-critical learning [36] method uses the greedy sampled words as the baseline, which
intuitively reduces the variance and improves the coherence between the training and testing
stage. A formal formulation of the self-critical learning is expressed as:
∇θ J(θ ) ≈ (R(ws ) − R(ŵ))∇θ log P(θ )(ws )

(5)

where R(ŵ) is the greedily sampled reward from the inference (testing) stage.

3.3

Ranking Metric as the Reward

The discriminative properties of the sentence descriptions in the image captioning are neglected in many studies [2, 44, 48]. We use a ranking metric as the reward in self-critical
training to generate diverse sentences for different images.
First, as shown in Figure 2, we have the mean-pooled image features from a ResNet-34
and a Faster R-CNN, which are denoted as I1 and I2 . We formulate a compact features representation for the image by using the concatenation of I1 and I2 , denoted as I. As described
previously, we use a language model to extract sentence embedding. The ground truth embedding is Sggt . During the self-critic training, we have the generated sentence embedding
from the language model, which can be denoted as Sgen . Following the practice of [31, 35],
we define the similarity between the sentences and images by using cosine similarity, which
can be represented as:
I ·S
(6)
S(I, S) =
k I kk S k
Hence, the similarity between generated sentences and images is denoted as S(I, Sgen ) while
the similarity between the ground truth sentences and images is S(I, Sggt ).
To achieve discriminative training of the image captioning model, we define the reward
function similar to the Triplet Loss, which is a sum of two hinge losses as follows:
R = − (max[α + cosine(S(I, Sggt ), S(I, Sgen )0 ) − cosine(S(I, Sggt ), S(I, Sgen ))]+
+max[α + cosine(S(I, Sggt )0 , S(I, Sgen )) − cosine(S(I, Sggt ), S(I, Sgen ))]+ )

(7)
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Figure 3: We use the BERT large model [15] with 1024 dimension, which has a total of
24 layers. The figure is an example of using the last three layers for feature extraction.
The similarities between image embedding and feature from different layers are calculated
separately before forwarding to the ranking metric.
where the S(I, Sgen )0 and S(I, Sggt )0 are the unpaired samples whilst the S(I, Sggt ) and S(I, Sgen )
are the paired samples. α is the margin for hinge loss, set as 0.2 in our experiments. cosine
indicates the cosine similarity in this ranking metric. In this formulation of metric, the similarity between the generated sentences and images, and the similarity between the ground
truth sentences and images are pulled close, if they are paired; Otherwise, they should be
pushed away. This metric can be seen as a generalisation of the Triplet Loss [39]. We can
directly obtain the reward from a different layer of the BERT model then average them to
perform self-critical learning subsequently, as presented in Figure 3.

3.4

The Loss Objective

The standard MLE training objective in a sequence prediction model is to maximise wordlevel log-likelihood RLL = log p(w|I; θ ). The parameters θ indicates the trainable parameters
in the image captioning model, I indicates the image and w means the current word.
Combining the MLE training objective and the self-critical can trade off between the
matching with the ground truth captions and the discriminative properties of the generated
sentences:
L = RLL − λ J(θ )
(8)
The coefficient λ indicates the relative weight of self-critical learning versus MLE. This loss
objective can be optimised by many algorithms such as RMSprop or Adam [37].

4
4.1

Experiments
Dataset

We conducted experimental validation on the MSCOCO dataset [29], following the ‘Karpathy’ split [24] for the training, validation and testing. The standard evaluation metrics for
image captioning are applied, which include BLEU1, BELU2, BLEU3, BLEU4 [33], METEOR [7], CDIEr [43], ROUGE [28] and SPICE [1].

4.2

Implementation Details

We build the convolutional language decoder similar to [3]. The ResNet-34 [20] is adopted
as the backbone network, and five convolutional layers are stacked for language decoding.
The size of the convolutional kernels is set as 5. The object features are extracted from a
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Table 1: The difference between global features, object features and fusion of them
Methods
Global Features
Object Features
Both of Them

BLEU-1
70.4
69.5
73.4

BLEU-2
53.2
51.6
56.4

BLEU-3
38.9
36.4
41.8

BLEU-4
28.2
25.1
30.6

METEOR
24.1
22.7
25.2

CIDEr
88.4
77.7
96.9

ROUGE
51.9
50.3
53.6

SPICE
17.0
15.7
18.6

Table 2: The impact of self-critical learning and our SC-RANK
Methods
MLE
CIDEr
SC-RANK
MLE with Beam (2)
CIDEr with Beam (2)
SC-RANK with Beam (2)

BLEU-1
73.4
73.5
73.8
74.7
74.7
74.8

BLEU-2
56.4
56.4
57.2
58.2
57.9
58.3

BLEU-3
41.8
41.7
42.7
44.0
43.6
44.2

BLEU-4
30.6
30.7
31.5
32.9
32.5
33.2

METEOR
25.2
25.2
25.6
25.8
25.8
26.1

CIDEr
96.9
97.0
99.9
100.6
100.3
103.2

ROUGE
53.6
53.7
54.1
54.5
54.5
54.8

SPICE
18.6
18.7
18.9
19.0
19.0
19.3

Table 3: Comparison between different language models and ablation studies on pure language features or the similarity between sentence and image embeddings
Methods
SC-RANK (Bert feature)
SC-RANK (InferSent feature)
SC-RANK (Similarity, Bert)
SC-RANK (Similarity, InferSent)

BLEU-1
73.6
73.6
73.8
73.7

BLEU-2
56.9
57.0
57.2
57.0

BLEU-3
42.4
42.5
42.7
42.4

BLEU-4
31.2
31.3
31.5
31.3

METEOR
25.5
25.6
25.6
25.6

CIDEr
98.4
99.7
99.9
99.4

ROUGE
53.9
54.0
54.1
54.0

SPICE
18.8
18.9
18.9
18.9

pre-trained Faster R-CNN on the same split of MSCOCO. We extract top 36 detections from
the Faster R-CNN results, each of which associated with an object feature.
We first train the model for six epochs using an RMSprop optimiser with a learning rate
of 4e-4. Then we further train the model with a learning rate of 4e-5 for another epoch with
the following three experimental settings for comparison: 1) Training the base model with
MLE, marked as ‘MLE’. 2) Training the base model using self-critical training with CIDEr,
denoted as ‘CIDEr’. 3) Training the base model using self-critical training with our ranking
metric-based reward, denoted as ‘SC-RANK’.
Early stopping is applied to select the best model for the testing evaluation. The CIDEr
metric of the validation dataset is evaluated every 200 iterations during the last one epoch
for all MLE, CIDEr, and our SC-RANK. The batch size is set as 30 sentences. We select
the model with the highest CIDEr score on the validation dataset for testing evaluation. All
the experiments are conducted on a PC installed an NVIDIA 2080 Ti GPU, with Python and
PyTorch deep learning package.

4.3

Ablation Studies

The Impact of Using Both Global and Object Features. To validate the effect of the
fusion, we perform ablation studies on a model which only using global image features or
object features; The results are presented in Table 1. The global features are from a ResNet34, which has been pre-trained on the ImageNet [38] dataset. The object features are from a
Faster R-CNN model trained on the MSCOCO in the same split. The improvement of using
both the global and object features is apparent, compared to the results in [3].
The Impact of Using Our Ranking Metric-based Reward on the Convolutional Captioning Model. The results of the three experimental settings are presented in Table 2. We
can see a slight improvement using CIDEr. However, a noticeable improvement is brought
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Table 4: A study on the impact of different layers in BERT for feature extraction
Methods
One Layer
Three Layers
Six Layers
Eight Layers

BLEU-1
73.5
73.5
73.8
73.7

BLEU-2
56.4
56.4
57.2
56.9

BLEU-3
41.8
41.7
42.7
42.4

BLEU-4
30.6
30.7
31.5
31.2

METEOR
25.2
25.2
25.6
25.5

CIDEr
96.9
97.7
99.9
98.9

ROUGE
53.6
53.7
54.1
54.0

SPICE
18.6
18.7
18.9
19.0

Table 5: A study of different coefficient λ for the performance
λ
λ = 0.5
λ =1
λ =2
λ =5

BLEU-1
73.7
73.8
73.4
73.4

BLEU-2
57.0
57.2
56.6
56.5

BLEU-3
42.5
42.7
42.0
41.9

BLEU-4
31.3
31.5
30.9
30.8

METEOR
25.6
25.6
25.5
25.3

CIDEr
99.6
99.9
98.6
97.6

ROUGE
54.0
54.1
53.8
53.6

SPICE
19.0
18.9
18.8
18.7

Table 6: Comparison with the published state-of-the-art methods
Methods
BRNN [24]
Google NIC [44]
m-RNN [32]
gLSTM [22]
MSR/CMU [9]
Visual Attention [48]
Global-local Attention [26]
MIXER [34]
SCA-CNN-ResNet [8]
Semantic Attention [51]
RL with G-GAN [12]
RL with Embedding Reward [35]
External Knowledge [46]
Self-Critical (CIDEr) [36]
Conv Image Caption [3]
SC-RANK (Ours)

BLEU-1
64.2
66.6
67
67.0
71.8
72.5
71.9
70.9
71.3
74.0
71.1
74.8

BLEU-2
45.1
46.1
49
49.1
50.4
55.6
54.8
53.7
53.9
56.0
53.8
58.3

BLEU-3
30.4
32.9
35
35.8
35.7
41.7
41.1
40.2
30.5
40.3
42.0
39.4
44.2

BLEU-4
20.3
24.6
25
26.4
19.0
25.0
31.2
29.0
31.1
30.4
29.7
30.4
31.0
31.9
28.7
33.2

METEOR
22.7
20.4
23.0
24.6
25.0
24.3
22.4
25.1
26.0
25.5
24.4
26.1

CIDEr
81.3
96.4
79.5
93.7
94.0
106.3
91.2
103.2

ROUGE
53.3
47.5
52.5
54.3
52.2
54.8

by our SC-RANK in the standard evaluation metric. Also, we test all these models with beam
search with a beam size of 2. It is worth noting that our method does not affect the general
improvement of beam search during inference, which is not like the CIDEr approach [36].
Though the CIDEr with beam search has a slight improvement in the evaluation metrics,
some of them are even below the MLE with beam search, e.g., BLEU 2, BLEU3, BLEU4
and CIDEr. In contrast, beam search still improves our results, as shown in Table 2. Our
method is complementary with beam search since it makes sure the diversities between different images and does not seriously affect the performance of the beam search.
The Impact of Different Language Models. Different language models are applied in the
proposed framework, including BERT and InferSent, which are two state-of-the-art sentence
embedding methods. The results are shown in Table 3. Using InferSent yields similar results
to using BERT. However, we can use different layers from BERT since it is a stacked Transformers. The final performance of BERT outperforms InferSent by a small margin, which
indicates that the proposed framework is not restricted to BERT.
The Impact of Different Number of Layers of BERT. A study on the number of layers
in BERT is shown in Table 4. Six layers yield the best performance, which matches our
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Figure 4: Visualisation of some captioning results: all the images are randomly selected.

Figure 5: Visualisation of the captioning results with different pre-trained language models: the proposed pipeline is not restricted to BERT, other language embeddings such as
the InferSent also yield good performance. More results can be seen in the supplementary
materials.
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assumption that different layers contain complementary information, which is useful in the
reward signal. The results of using eight layers are slightly weaker except the SPICE.
The Impact of the Coefficient λ . We study the effect on the performance of different λ
in Equation 8. A large λ means the model more emphasise on the discriminative property.
Otherwise, it pays more attention to matching the ground truth sentence. As Table 5 shows,
λ = 1 generates the best results, which balances between the MLE training and discriminative learning.

4.4

Comparison with the State-of-the-art Methods

We list the previous research and our best results in Table 6. It is clear we have improved
two related research: the convolutional captioning model [3] and the self-critical [36]. Our
results lead the convolutional captioning model [3] by a large margin because we not only
apply object features but also use novel self-critical learning with ranking-based reward.
The original self-critical learning [36] is indeed very successful. We improve this method
by introducing a ranking-based reward from a pre-trained language model. We achieved
state-of-the-art performance among related methods 1 . This reward can be applied in any
related model and not restricted to the convolutional captioning model. We show some of
the captioning results in Figure 4, which illustrates that our methods can generate better
results than the MLE baseline and match closer to the reference sentences. In addition,
Figure 5 shows examples that demonstrates the proposed pipeline is not restricted to BERT,
other language embeddings such as InferSent also generating good results.

5

Conclusion

The convolutional captioning model can avoid the complex addressing and memorising
mechanism of RNNs. However, the MLE training introduces an exposure bias between
training and inference. This paper studies the application of self-critical algorithm on the
convolutional captioning model to solve this exposure bias. Specifically, a reward is designed and validated based on a ranking metric using the feature extracted from a pre-trained
language embedding model, denoted as SC-RANK. Our methods proves that the discriminative property of the language is significant in image captioning and also validates the
transfer learning capability of a pre-trained language model. Extensive experiments show
that state-of-the-art results are obtained in the MSCOCO dataset.
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