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Abstract
Continuous dimensional models of human affect have shown to offer a higher accuracy in identifying a broad range of emotions compared to the discrete categorical
approaches dealing only with emotion categories such as joy, sadness, anger, etc. Unlike the majority of existing works on dimensional models of human affect (VAD; i.e.
Valence-Arousal-Dominance) that rely on training-based approaches, here we propose
an unsupervised and novel approach for ranking of continuous emotions in images using canonical polyadic decomposition. To better portray the efficacy of our proposed
approach, we provide theoretical and empirical proof that our system is capable of generating a Pearson Correlation Coefficient that outperforms the state of the art by a large
margin; i.e. 65.13% (i.e. difference) in one experiment and 104.08% (i.e. difference) in
another, when our method was applied to valence rank estimation. Towards this aim,
we run experiments on four major emotion recognition datasets; i.e. CK+, AFEW-VA,
SEMAINE and AffectNet, and provide analysis on the observed results accordingly. Our
datasets are selected in a way to include images collected under controlled environments
such as a laboratory setting; e.g. CK+ and SEMAINE, semi-controlled environments;
e.g. AFEW-VA, and uncontrolled environments (from the wild); e.g. AffectNet.

1

Introduction

Learning to rank is the application of machine learning in constructing ranking models
for information retrieval systems. Proposed methods mainly fall under supervised, semisupervised or reinforcement learning, relying on training data with at least a partial order
specified between items in each list. The ranking model aims at producing a permutation of
items in new, unseen lists, similar to rankings in the training data in some sense [29].
Here in this work, unlike the majority of efforts in the literature, we propose an unsupervised approach for ranking, which is novel, simple, yet effective and generalizable to a variety of problem domains using a rank-1 canonical polyadic decomposition, cp-decomposition
for short. A graphical view of rank-1 cp-decomposition is depicted in figure 1(a).
Valuable research has been carried on in the literature on the topic of emotion recognition
by [53], [26], [47], [48], [51], [52], [49] and [50] among others. The main approaches to
© 2019. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a)
(b)
Figure 1: (a) Rank-1 Canonical Polyadic Decomposition. λ is scalar, u, v and w are vectors,
w = Image-indices × 1, where 1 represents the single emotion category represented by the
tensor; e.g. joy, anger, surprise, etc. (b) Visual representation of rank-1 cp-decomposition
enforcing unsupervised valence rank estimation.
tackle emotion recognition are categorical and dimensional. Categorical approaches use a
predetermined classification of emotions, such as joy, anger, anticipation, etc. Conversely,
dimensional approaches consider valence, arousal and dominance. Valence is linked to the
appraisal of pleasantness, varying from negative to positive, while arousal represents the
activation of the human body and goes from sleepy to excited. Dominance corresponds to
the strength of the emotion. Here we apply our proposed unsupervised ranking method to
emotion recognition in the dimensional space to estimate valence rank.
We provide theoretical and empirical proof by running experiments on four major emotion recognition datasets, i.e. CK+ [30], AFEW-VA [25], SEMAINE [31], and AffectNet [34].
These datasets represent dissimilar properties: (1) images collected under a controlled environment; i.e. CK+, AFEW-VA, (2) images collected under semi-controlled environments;
i.e.AFEW-VA, and (3) images collected under uncontrolled environments; i.e.AffectNet.
This helps us analyze the efficacy of our proposed method under heterogeneous settings.
All of our experiments with respect to valence rank estimation are carried on under unsupervised configuration. This problem is challenging mainly since facial expressions are
characterized by subtle and minimal facial deformations, making it hard to track. Moreover,
similar intensity levels of valence may share a number of common changes in motion and
morphology of facial features [34]. While acknowledging the valuable works in the literature on dimensional approaches, the following challenges are less attended by the literature:
(i) Lack of single-modality valence estimation methods that perform well on still images
collected under uncontrolled as opposed to controlled environments, (ii) Lack of efficient
unsupervised approaches to valence rank estimation.
Our main contributions are (i) proposing an unsupervised ranking method to perform
valence rank estimation on still images in the context of emotion recognition, (ii) providing empirical proof by running extensive experiments on four major emotion recognition
datasets, demonstrating our method’s efficacy, and (iii) providing theoretical proof portraying the generalizable nature of our method.

2
2.1

Related works
Related works on ranking

Ranking data is an important problem of machine learning, mainly approached as a supervised, semi-supervised or reinforcement learning technique. Its application areas include
information retrieval, document retrieval, collaborative filtering, sentiment analysis and online advertising [29]. Chapelle and Chang (2011), among other researchers in the field, argue
that state-of-the-art learning to rank models can be categorized into three types [10].
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Pointwise methods, such as decision tree models and linear regression, directly learn the
relevance score of each instance. The final ranking is achieved by simply sorting the result
list by these document scores. Ordinal regression and classification algorithms could benefit
from this approach when used to predict the score of a single query-document pair.
Pairwise methods, such as rankSVM [18] learn to classify preference pairs by learning a
binary classifier that prefers one document over the other given pair of documents. The goal
for the ranker is to minimize the number of inversions in the ranking; i.e. cases where the pair
of results are in the wrong order relative to the ground truth. One could argue that pairwise
approaches might have an edge compared to pointwise approaches considering the fact that
predicting relative ordering is closer to the nature of ranking as opposed to predicting class
label or relevance score. A number of popular learning to rank approaches take advantage
of pairwise techniques, namely RankNet [6], LamddaRank and LamdaMART [7].
Listwise methods, such as LambdaMART [7] tend to directly optimize the measurement
for evaluating the entire ranking list. Moreover, methods have been proposed that combine
more than one of these categories, e.g. GBRank [55], which proposes a combination of pointwise decision tree models and pairwise loss. A widely used method utilized as a pairwise
approach is rankSVM [18], which is considered an extension to standard Support Vector
Machines (SVM) by Boser et al. (1992) [4] and Cortes and Vapnik (1995) [13].
Moreover, there are works on unsupervised ranking of images leveraging a probabilistic
approach, such as one by Horster et al. (2009) [19]. Horster et al. (2009) [19] hypothesizes
the photos at the peaks of a distribution are the most likely photos for any given category,
making such images the most representative. In contrast to such probabilistic methods, ours
does not require a large number of images in order to derive a high quality ranking.

2.2

Related works on valence estimation

While there exist a large number of works in the domain of valence and arousal estimation,
the majority focus on multimodal audio/video-based estimation as opposed to single modality approaches in the domain of still images. Valence estimation was mainly approached
using coarse-level methods, posing the problem as a classification problem (e.g. positive vs.
negative). Later, researchers in the field started treating the problem in the continuous domain [15], [40], [46]. The majority of these approaches mainly rely on metadata derived
from other modalities such as text, audio and video to perform valence estimation [15].
The continuous audio/visual emotion challenge [41], AVEC in short, started in 2011,
aims to bring together researchers from the audio and video analysis communities around
emotion recognition with the goal being to recognize the four continuously valued affective
dimensions; i.e. valence, arousal, dominance and expectancy. Initially starting with a subset
of Semaine dataset [41] and later switching to RECOLA [38], computer vision researchers
proposed solutions to tackle the problem of audio/visual emotion recognition in the continuous domain, reporting performance using the Pearson Correlation Coefficient (PCC).
Several methods have been proposed to address valence estimation in the continuous
domain, the summary of which is presented here in table 1.
Numerous existing approaches to valence estimation use static regression [46], [42], [44],
[45]. These methods that are mainly used as baseline methods range from linear regression,
partial least squares regression to kernel-based methods such as Nadaraya-Watson kernel regression [37]. Moreover, different types of fusion methods, including early fusion and late
fusion are proposed with the former offering methods that combine geometric and appearance features before training, and the latter combining estimations resulted from different
modalities and later fusing them together forming a uniform estimation.
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Table 1: Related works on continuous valence estimation. Modalities are abbreviated as V: video, AV: Audio/Video, AVM: Audio/Video/Meta-data and AVP: Audio/Video/Physiological. PCC stands for Pearson Correlation Coefficient.
Method
OA BLSTM-NN [35]
N-W kernel regression [37]
Fuzzy inference system [43]
CSR [36]
SVR and CCRF [3]
RF [11]
Doubly sparse RVM [23]
Time-delay NN [32]
Time-delay NN [32]
SVR [39]
SVR [21]
CCA [24]
LR [16]
Deep belief network [8]
OA RVM [20]
LR + boosted regression trees [33]
RF + gradient boosting + SGD [22]
RNN [12]
LSTM-RNN [9]
Deep BLSTM-RNN [17]
LSTM - kalman filter [5]
RF + LR [2]

Modality
AV
AV
AVM
AV
V
V
V
V
V
AV
AVM
V
AV
AV
AVP
AV
AVP
AVP
AVP
AVP
AVP
AVP

Dataset
Semaine subset
Semaine (AVEC 12)
Semaine (AVEC 12)
Semaine subset
Semaine (AVEC 12)
Semaine (AVEC 12)
Semaine (AVEC 12)
Semaine (AVEC 12)
AVEC13
AVEC13
AVEC14
AVEC14
AVEC14
AVEC14
AVEC15
AVEC15
AVEC15
AVEC15
AVEC15
AVEC15
AVEC16
AVEC16

Valence (Average PCC)
0.796
0.341
0.42
0.21
0.343
0.454
0.31
0.308
0.127
0.135
0.587
0.381
0.493
0.528
0.588
0.501
0.490
0.590
0.627
0.616
0.689
0.634

While deep architectures have been proven to yield promising results in different computer vision tasks, specifically classification of multimedia content, they have not been able
to offer similar robust results when applied on continuous valence and arousal estimation.
Next, we provide details of our proposed method, highlighting the differences between
our method and that of the related works in the literature.

3

Proposed Approach

3.1

Problem formulation and notations

Our goal is to estimate the valence ranking for an unordered set of images pertaining to one
emotion category, e.g. joy, anger, anticipation, etc. Let {x1 , ..., xK } denote a set of images
from an emotion category, where xk ∈ RI×J , k = 1, ..., K. Let also νk ∈ V denote valence,
where V is a continuous bounded interval in R describing the range of the valence ranking.
Assuming that ν(1) ≤ ν(2) ≤ ... ≤ ν(K) , our goal is to design a ranking machine f such
that f (x(1) ) ≤ f (x(2) ) ≤ ... ≤ f (x(K) ), where the subscripts in parentheses indicate the ordered indices. Here, we do not assume availability of any training set with labeled valence
to construct the ranking machine; i.e. our ranking method is unsupervised. We will prove
theoretically and empirically (in the context of emotion valence rank estimation) that rank-1
cp tensor decomposition serves as an unsupervised ranking machine, if we represent the set
of images as a 3-way tensor. Unlike Singular Value Decomposition (SVD) in linear algebra,
there are many ways one could define tensor decomposition in multi-linear algebra. Therefore, in the next section, we start by providing a description of how rank-r cp-decomposition
of a tensor is constructed. This will allow us to prove some important properties of rank-1
cp-decomposition that make it suitable for unsupervised ranking (e.g. for images).

3.2

Rank-1 cp-decomposition as an unsupervised ranking machine

Let X ∈ RI×J×K be a 3-way tensor constructed by concatenating K images {x1 , ..., xK } in
any random order1 . We will now prove that the rank-1 decomposition of X provides ranking
information about xk . The rank of the tensor X is defined as the minimum number of rank-1
tensors that sum up to X [14]. A 3-way tensor is said to be rank-1 if it can be expressed as
an outer product of three vectors. Although the truncation of the high-order SVD (HOSVD)
of a given tensor may lead to a good low-rank approximation, it is known that this will not
necessarily generate the best possible (least-squares) approximation under the given n-mode
rank constraints [27]. Therefore, we formulate the problem of rank-1 cp-decomposition as:
1 For

convenience, we describe the results for 3-way tensors, although the theory holds for n-way tensors.
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(a)
(b)
Figure 2: (a) Visual representation of rank-1 cp-decomposition enforcing unsupervised valence rank estimation. (b) Excerpts from CK+ [30], AFEW-VA [25], SEMAINE [31], and
AffectNet [34] datasets showing gradual changes of valence. CK+ and SEMAINE are collected under a controlled environment. AFEW-VA is extracted from feature films; i.e. semicontrolled environments. AffectNet is collected from the wild and its images are result of
15% boundary expansion of OpenCV face detector [1].
{û, v̂, ŵ}

= arg min kX − λ u ◦ v ◦ wkF
U

s.t.

λ = X ×1 u×2 v×3 w

and

kukF = kvkF = kwkF = 1,

(1)

where λ is a non-zero scalar, u ∈ RI , v ∈ RJ , w ∈ RK , ◦ is the outer product, k · kF denotes
the Frobenius norm, and ×i , i = 1, 2, 3 is the multiplication between a tensor and a vector in
mode-i of that tensor, whose result is also a tensor, namely,
I

B = X ×i u ⇐⇒ (B) jk = ∑ Xi jk ui .

(2)

i=1

The optimization problem in Eq. 1 can be solved by Generalized Rayleigh Quotient
(GRQ) [54]. However, we used the alternating least squares algorithm (ALS) for optimality
and rate of convergence [27, 28, 54]. The algorithm is summarized in Algorithm 1.
Algorithm 1: Rank-1 cp-decomposition
input : A 3-way tensor X ∈ RI×J×K , and an iteration termination threshold ε
output: Three vectors u, v, and w that minimize kX − λ u ◦ v ◦ wkF , where u ∈ RI , v ∈ RJ , w ∈ RK , and kukF = kvkF = kwkF = 1
Initialize u(0) , v(0) , and w(0) ;
while kX − λ (t) u(t) ◦ v(t) ◦ w(t) kF ≥ ε do
ue(t+1) = X ×2 v(t) ×3 w(t) ;
ve(t+1) = X ×1 u(t) ×3 w(t) ;
e(t+1) = X ×1 u(t) ×2 v(t) ;
w
u(t+1) = ue(t+1) /ke
u(t+1) k;
v(t+1) = ve(t+1) /ke
v(t+1) k;
e(t+1) /kw
e(t+1) k;
w(t+1) = w
λ (t+1) = X ×1 u(t+1) ×2 v(t+1) ×3 w(t+1) ;
end

Next, we prove that rank-1 cp-decomposition is effectively an unsupervised ranking machine. For this purpose, we prove that it satisfies three important properties, permutation
invariance, uniqueness, and conformity2 .
2 The

proofs are deferred to an extended version due to space limitations.
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Proposition 1 (Invariance)
Let X̂ = λ û◦ v̂◦ ŵ be the rank-1 decomposition of a 3-way tensor X ∈ RI×J×K that minimizes
kX − X̂ kF . We maintain that X̂ p = λ û ◦ v̂ ◦ ŵ p would minimize
kX p − X̂ p kF ,

(3)

where X p = X ×1 P = X ×2 P, P is an arbitrary unitary transformation, ŵ p = Pŵ, and ×i ,
i = 1, 2, 3 is a mode-i tensor-matrix multiplication.
What this implies is that an arbitrary permutation of the images x1 , ..., xK in the tensor
X would result in the same permutation of the values in ŵ, but would not change the actual
values of the components of ŵ. Also, due to the nature of the problem considered in this paper we only considered permutation along the 3rd mode, but the proposition equally applies
to all other modes.
Proposition 2 (Uniqueness)
The rank-1 cp-decomposition of a 3-way tensor X ∈ RI×J×K that minimizes kX − X̂ kF is
unique up to a non-zero scale factor and arbitrary unitary transformation along any mode.
Note that we eliminate scale ambiguity by explicitly enforcing λ = X ×1 u×2 v×3 w
Proposition 3 (Conformity)
Let X̂ = λ û ◦ v̂ ◦ ŵ be the rank-1 decomposition of a 3-way tensor X = Jx1 , ..., xK K ∈ RI×J×K
that minimizes kX − X̂ kF . We have ∀k 6= k0 , k, k0 ∈ [1, ..., K]
ŵk ≤ ŵk0 iff hxk , ûv̂T i ≤ hxk0 , ûv̂T i

(4)

Together, these propositions prove that the cp-decomposition is a unique mapping that ∀k ∈
[1, ..., K] measures the angle between xk and the subspace of RI×J×K spanned by the orthonormal basis {û, v̂}. Since the mapping is permutation invariant, it is completely unsupervised. Figure 1(b) depicts the visual representation of the concept graphically, showing
intuitively why cp-decomposition is an unsupervised ranking machine.

3.3

Why does our method work?

Face images are known to have subspace low-rank behavior, with primarily 4 main factors
defining their low-rank representation (physiology, pose, illumination, expressions). While
existing low-rank representations (eigenfaces, tensorfaces, sparse subspace representations,
etc.) have their own merit, what distinguishes them is their “invariance” with respect to each
of the above 4 factors. Proposition 2 states that rank-1 CP-decomposition (CPD) is invariant
to unitary transformations along all modes. Since most face pose changes can be modeled
by rotation and mirroring, this makes rank-1 CPD resilient to pose changes. Since permutation is also unitary, it also implies that we can work with a collection of still images in
any random order, or with video frames with scrambled frame order. Proposition 3 states
that the elements of any of the vectors in the resulting rank-1 CPD measure the “angle” with
the subspace represented by the remaining vectors. Therefore, rank-1 CPD is not measuring pairwise distances, but rather measuring the “angle” between the rank-1 representation
of any slice along a given mode with a global rank-1 representation of the entire tensor in
the subspace defined by remaining modes. This is an important distinction, because it implies that rank-1 CPD is robust to global illumination changes (angles do not get affected by
lighting), but also the method is O(n), not O(n2 ). This leaves rank-1 CPD primarily sensitive to the remaining two factors of facial expressions and physiological changes (facial
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structure/geometry, facial hair, etc.). Of course, for tests on the same subject, physiological
variations are to a large extent limited or non-existent, making the method very reliable. For
cross-subject tests the performance reduces, but still outperforming the state of the art by a
large margin. Note that Proposition 1 states that rank-1 CPD is unique, thereby avoiding also
a major ill-posedness issue.

4

Continuous valence rank estimation

Our proposed approach follows a 3-step process to perform valence estimation. The first step
involves structuring images sharing the same basic emotion category into their own groups.
The members of each group share the same emotion while representing a different but close
degree of valence compared to the rest of the images in the group. Next, we form tensors
for each group and later perform a rank-1 cp-decomposition, as explained in section 3.2, on
each group. The last step involves estimating the valence rank of images in a given group,
taking advantage of the ranking produced by the rank-1 cp-decomposition in section 3.2
above. Vector w from Algorithm 1 produces a compact signature for the tensor representing
the subtle changes along the valence dimension among the images of each group.
To the best of our knowledge, this is the first effort in the literature that uses a rank-1
cp-decomposition as an unsupervised ranking machine to estimate valence ranking given an
unordered set of images sharing the same emotion. To validate our initial intuition proved
in section 3.2, i.e. applying rank-1 cd-decomposition as an unsupervised ranking machine,
we ran experiments on four major emotion recognition datasets; i.e. CK+, AFEW-VA, SEMAINE, and AffectNet, to come up with a ranking of images within each emotion category
with respect to their levels of valence.
Figure 2(a) depicts the flow of actions taken starting from grayscaling of an unordered
list of images under a given emotion category, to tensor formation, performing the rank-1
cp-decomposition and producing the ranking of valence. This figure also depicts an example
image sequence extracted from CK+ dataset ranked by the rank-1 cp-decomposition.
We assume availability of the emotion category for each image group, which is a safe
assumption when running experiments on any emotion recognition dataset. Results of experiments explored in section 6 yield promising results when compared to state of the art.

5

Datasets used in experiments

To evaluate our proposed method, we used four widely used emotion recognition datasets
containing images and video frames; i.e. the extended Cohn-Kanade Dataset (CK+) [30],
AFEW-VA [25], SEMAINE [31] and AffectNet [34]. We specifically chose this collection
of datasets to cover images collected under controlled, semi-controlled and uncontrolled
environments; i.e. (1) CK+ and SEMAINE, (2) AFEW-VA, and (3) AffectNet respectively.
Figure 2(b) depicts excerpts from all four datasets. The majority of methods proposed on
continuous valence estimation are validated using datasets captured in laboratory and under
controlled settings, with a limited range of face poses and occlusions. Since state-of-the-art
methods typically base their valence estimation on such data, it remains unclear whether
these methods perform equally well on datasets collected from the wild [25]. Here we show
while our method yields high accuracy when validated on datasets collected under controlled
environments, it delivers high performance on datasets collected from the wild.
CK+ includes both posed and non-posed (spontaneous) expressions and additional types
of metadata. The target expression for each sequence is fully FACS coded [29]. The CK+
distribution includes 593 sequences from 123 subjects. The image sequences varies in duration, 10 to 60 frames, and incorporate the onset (which is also the neutral frame) to peak
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Table 2: Performance comparison on AFEW-VA, SEMAINE, CK+ and AffectNet datasets
Method

Features

Support Vector Machines for Regression
Support Vector Machines for Regression
Random Forest
Random Forest
Conditional Random Field
Conditional Random Field
Deep Convolutional Neural Networks
FT-DCNN
Bag of Words
OR
MKL
Proposed Unsupervised Ranking

Norm-shape
Hybrid-DCT
Norm-shape
Hybrid DCT
Norm-shape
Hybrid DCT
RGB-Images
RGB-Images
Hybrid-DCT
Norm-shape
Shape + DCT
Feature-independent

AFEW-VA Dataset
Valence
Average PCC
Median PCC
0.293
0.374
0.365
0.407
0.244
0.137
0.17
0.26
0.124
0.25
0.401
0.6721
0.7798

SEMAINE Dataset
Valence
Average PCC
Median PCC
0.35
0.17
0.23
0.150
0.275
0.173
0.268
0.166
0.18
0.296
0.7143
0.9245

CK+
Valence
Average PCC
Median PCC
0.7701
0.9546

AffectNet
Valence
Average PCC
Median PCC
0.6017
0.6671

formation of the facial expressions [30]. Each sequence is labeled with one of the seven
basic emotion categories: anger, contempt, disgust, fear, happiness, sandess and surprise.
The SEMAINE database is specifically developed to address the task of achieving emotionrich interaction with an automatic agent. It is rich in emotion and the emotions arise spontaneously in response to an activity, where activity involves a conversation with the agent. The
recorded units are long enough to provide temporally extended patterns. SEMAINE database
contains over 45 hours of material, annotated with five fully rated dimensions; i.e. valence,
activation, power, anticipation and intensity, covering seven basic emotion categories; i.e.
fear, anger, happiness, sadness, disgust, contempt and amusement. In this work, we ignore
the audio information and merely focus on the video frames.
AFEW-VA consists of 600 videos extracted from feature films. The videos range from
short (around 10 frames) to longer clips (more than 120 frames), and display various facial
expressions. The clips are captured under challenging indoor/outdoor conditions such as
complex cluttered backgrounds, poor illumination, large out-of-plane head rotations, variations in scale, and occlusions. In total, there are 30,000 annotated frames with per frame
levels of valence and arousal intensities, normalized in the range of -10 to 10. Compared
to AVEC’14, SEMAINE and RECOLA, AFEW-VA presents a large variation in the values of
valence and arousal while extreme values are less frequent in most of other databases [25].
AffectNet is a dataset of images of facial emotions collected from the wild containing
more than 1,000,000 facial images. Half of the images are strongly labeled and annotated
manually for the presence of seven discrete facial expressions and the intensity of valence
and arousal. This dataset is specifically chosen to participate in our experiments due to the
fact that the images are collected from the wild under uncontrolled settings.
Figure 2(b) depicts excerpts from all four datasets.

6

Results and evaluation

To show the efficacy of our proposed method, we applied it to the task of continuous valence
rank estimation by running experiments on the four datasets mentioned earlier in section 5.
The results of these experiments are provided here in this section.
Given a ground-truth and a predicted valence rank estimation, here we report the performance measured using the Pearson Correlation Coefficient (PCC). PCC is a standard measure, widely used for measuring valence estimation accuracy. In all our experiments, we
report performance in terms of PCC and compare our results against state of the art. Methods used in the literature to perform valence estimation mainly use Support Vector Machine
for Regression (SVR), Bag of Words (BoW), Multiple Kernel Learning (MKL), Conditional
Random Field, Tree-based Random Forest (RF), Ordinal Regression and Deep learning [25].
Our approach differs in that we tackle the problem as a fully unsupervised ranking problem
performed via rank-1 cp-decomposition elaborated on in section 3.2.
It is worth mentioning that CK+, SEMAINE and AFEW-VA contain sequence of images
of the same human subject. Conversely, AffectNet, a still image dataset of 1M images collected from wild, contains cross-subject images per emotion category. Therefore, we first
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structured AffectNet to represent varying degrees of valence per emotion category so that
our tensors are as dense as possible, covering different degrees of valence per category. The
choice to run experiments on AffectNet stems from the fact that the majority of existing methods in the literature that report reasonable accuracy on valence estimation run experiments
on video sequences that deal with the same subject in all frames. Our method, however,
performs well even when run on cross-subject datasets.
Table 2 shows valence estimation results obtained by running state-of-the-art methods on
AFEW-VA dataset. SVR performs relatively better than bag-of-words approach most probably due to the fact that the learned set of vocabulary does not offer as much information as the
original shape/DCT features. Random Forest, on the other hand, perform very well, with a
higher correlation than all other methods when using Hybrid-DCT. CRF does not yield good
results, probably because of the short temporal dependencies in the video and due to the
challenge posed by having to estimate 21 different classes. The features are not ordinal with
respect to the labels and therefore the ordinal regression does not produce high performance
results; i.e. variations in valence or arousal are not always directly correlated with the landmark shifts. Similarly, learning a DCNN from scratch does not provide good results. The
main reason is lack of sufficient training samples needed by these networks to train a model
properly. Finally, the Multiple Kernel Learning approach successfully combines shape and
appearance information, producing very good results for both valence and arousal.
As reported in table 2, our method yields superior results when benchmarked on AFEWVA, compared to state of the art, improving the PCC by a large margin from 0.407 using
Random Forest to 0.6721 using our method. Same trend is observable in experiments run on
the SEMAINE dataset, with our method outperforming state of the art by a large of margin,
improving the PCC from 0.35, reported when Support Vector Machines for Regression was
used, to 0.7143 using our unsupervised ranking machine, doubling the ranking accuracy. We
get the best results on CK+ delivering a mean PCC of 0.7701 and a median of 0.9245. This
is due to the fact that the images in this dataset are collected under controlled settings, hence
the level of similarity between different frames in a given sequence is highlighted.
Finally, experiments run on AffectNet yield a PCC of 0.6017, which is relatively lower
compared to our results achieved on CK+, SEMAINE and AFEW-VA. The reason involved
is characterized by the fact that AffectNet emotion categories do not share the same subject,
hence cp-decomposition is challenged in delivering the same performance when compared
to other experiments we ran. With reference to section 3.2, this behavior is explained due
to the fact that, for cross-subject tensors, the angle between xk and the subspace of RI×J×K
spanned by the basis {û, v̂} may not form an ordered set. Despite this observation, our system
delivers a high performance in ranking of the valence under a fully unsupervised setting.

7

Conclusion

We propose a novel unsupervised ranking method that has a wide range of applications in
subspace representation. Our simple, yet effective and generalizable, method is based on
low-rank tensor decomposition. We prove theoretically and show empirically that rank-1
cp-decomposition can be used as a ranking machine under a fully unsupervised setting. We
apply our proposed unsupervised ranking method to valence rank estimation of emotions.
Our experiments on four widely used emotion recognition datasets; i.e. CK+, SEMAINE,
AFEW-VA and AffectNet show the superiority of the proposed subspace method, showing
significant improvement in PCC (i.e. from 0.407 to 0.6721 in one experiment and from 0.35
to 0.7143 in another).
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