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Abstract
Pose variation is one of the tough challenges in the area of face alignment. In this paper, we showed how a framework based on convolutional neural networks (CNN) and 3D
morphable models (3DMM), can explicitly handle pose variations for robust facial landmark localization. Since human faces are usually horizontally symmetric, a left-looking
face (from the viewer’s perspective) is equivalent to a right-looking face after a horizontal flip. Based on the symmetry, we focus on frontal and right-looking faces. We divided
landmarks into two categories, SL (stable landmarks) and UL (unstable landmarks), according to their visibility across poses. A sophisticated CNN model was trained to directly estimate the SLs, whereas a following 3DMM model generated the remaining ULs.
A series of experiments were conducted on popular datasets, such as 300-W, COFW, and
AFLW. The results showed that the proposed method reduced errors for large-pose samples without degrading the performance of semi-frontal faces, thus demonstrating the
superiority and robustness of our method.

1

Introduction

Facial landmark localization, or face alignment, aims at localizing a group of pre-defined key
points (e.g. mouth corners, eye corners, nostrils, and et al.) for a given 2D face image. It is
a key step towards understanding human faces as it provides rich geometric information for
various computer vision tasks, such as face recognition [27, 28], emotion recognition [34],
and animation [1]. The target of facial landmark localization is finding a non-linear mapping
between a 2D image I and a shape vector s. I ∈ RH×W ×3 represents the facial image patch,
where H and W are the height and width. s ∈ R2L denotes the corresponding facial landmark
vector [x1 , x2 , ..., xL , y1 , y2 , ..., yL ]T , where L denotes the amount of landmarks and (xi , yi ) is
the coordinate of the ith landmark.
Φ:I→s
c 2019. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

(1)
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In the past decades, considerable efforts have been devoted to this area of research [29].
Among these developments, regression-based algorithms emerged and later dominated the
approaches to solving facial landmark localization task [6]. Summarizing the architectures
of existing studies so far, three essential aspects which form a decent facial landmark localization algorithm emerge: pose-indexed robust features [9], a regression model [33] and a
cascade scheme [16]. However, the existing approaches only achieved reliable performance
in constrained scenarios, while landmark localization for unconstrained faces remained a
very challenging problem [29]. Typically, faces in unconstrained scenarios appear with large
head poses, various expressions, large illumination variations and partial occlusions. To mitigate these problems, previous works devoted much effort in exploring robust features [39]
and effective models [31]. Recently, deep neural networks have been put forward as powerful regression algorithm backends. They were widely applied in facial landmark localization.
Within these methods, the coordinate regression [20] and heatmap regression [30] methods
were widely adopted with different types of loss functions were investigated[11] as well.
Among the various factors that cause performance degradation in facial landmark localization, head pose variations are ubiquitous because they are jointly caused by the movements of the camera and subjects. Typically, head pose variations worsen the existing models
for two reasons: 1) the various appearances call for more complex models, and 2) the pose
distribution of training data is imbalanced. The former can be mitigated with a pose-aware
framework, whereas the latter benefits from the widely used data re-balance approaches.
To deal with pose variations, we focused on the diversity in the visibility of landmarks.
The visibility of landmarks varies across sub-facial parts. For example, the outer eye corners are visible in semi-frontal faces but would be occluded when the faces turn profile.
In contrast, the tip of nose is seen under most poses. Based on the visibility, we divided
facial landmarks into two categories, SL (stable landmarks) and UL (unstable landmarks).
SL denotes landmarks which have good visibility across poses, whereas UL includes the
remaining weakly visible landmarks. Since SLs can be seen in most samples, a CNN-based
model can stably estimate them in a conventional way. Subsequently, we took advantage of
the structural information of the human face and deployed a 3DMM [4] method to estimate
the remaining ULs implicitly.
The whole architecture could be effectively trained. The proposed method exhibited
robustness to various poses and achieved very promising results. We evaluated the proposed
approach on three popular public available datasets, including 300-W[24], COFW[5], and
AFLW[17]. The extensive results demonstrated the superiority of our method.

2
2.1

Related Works
Facial landmark localization with CNN

In the literature of facial landmark localization, the approaches based on deep convolutional
neural networks have achieved state-of-the-art performances. These methods are mainly
divided into two categories: 1) the coordinate-based regression methods, and 2) the heatmapbased regression methods.
Coordinate Regression models directly learn the mapping between image and landmark coordinates. Sun et al. [25] proposed a three-level cascaded deep convolutional neural network framework in a coarse-to-fine manner which is similar to traditional cascaded
regression-based methods. Lv et al. [20] split the full-face into several separate sub-facial
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parts to reduce mapping complexity. Wu et al. [31] tweaked the later layers of the network
to apply differential treatments according to input image poses. Additionally, Feng et al.
[11] analyzed different loss functions and proposed an outlier-robust wing loss function.
Coordinate regression models have the advantage of explicit inference of coordinates without post-processing, and they often use light-weight models which are computationally efficient. Rather than directly estimating coordinates, Heatmap Regression methods generate
the likelihood heatmaps for the landmarks instead. Kowalski et al. [18] proposed a cascaded
framework that uses heatmaps to pass information through successive steps. Since the architecture of hourglass network [21] has achieved huge success in human pose estimation,
it has been naturally applied to facial landmark localizations [21] . Recently, Wu et al. [30]
combined boundary detection with the hourglass network and achieved state-of-the-art performances. Although heatmap regression methods achieved better results under large pose
variations and sever occlusions, the process of heatmaps was computationally expensive.

2.2

Handling Pose Variations

The extreme head pose variations bring enormous difficulties to facial landmark localization. Many existing approaches did well on constrained datasets but suffered a degradation
when dealing with unconstrained in-the-wild faces. A series of strategies have been explored
to mitigate this issue. An intuitive solution is to use multi-view methods, e.g. the cascaded
regression [38]. 3D face model [3] is another intuitive approach since the issue of pose variation can be alleviated by recovering the 3D shape for the given 2D face image. 3DMM is also
introduced to estimate landmarks in unconstrained poses [40], and generate multi-pose faces
with exiting facial images[8]. Moreover, multi-task learning[22] has been widely deployed
since pose variations can be addressed with other tasks such as head pose estimation. The
joint learning of different tasks could boost the performance of individual sub-tasks. Additionally, the performance degradation on profile faces can be addressed by the imbalance in
training data. By re-balancing samples across pose, the mapping performance could also be
improved [11].

3

The Proposed Approach

Typically, the head pose varies in three directions: yaw, pitch, and roll. They can be divided into 1) in-plane rotation (roll), and 2) out-of-plane rotation (pitch, yaw). The in-plane
rotation can be mitigated by the spatial transform process described in Section 3.3. What
challenging is the out-of-plane rotation. The challenge comes for two reasons: 1) Some
landmarks are occluded by other facial parts under large poses, and 2) Some landmarks are
ambiguous as there are no actual positions for these landmarks, such as the landmarks on the
chin area.
Summarizing recent studies on facial landmark localization, an obvious cue is not taken
into account. The human face is symmetric in most scenarios. As shown in Figure 1(a), the
human face is horizontally symmetric, whatever the pose is. A left-looking face (from the
viewer’s perspective) is equivalent to a right-looking face if applying a horizontal flip (see
Figure 1(b)). We take advantage of this feature and simplify the direction of human face into
two categories: frontal and right-looking. For frontal and right-looking faces, we directly
estimate the landmarks. For left-looking faces, a horizontal flip is applied to make them
right-looking faces.
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Flip

(a) Face symmetry across poses

(b) Horizontal flip

Figure 1: (a) Illustration of pose variations for human faces. Note that the human face is
horizontally symmetric. (b) A left-looking face (from the viewer’s perspective) is equivalent
to a right-looking face after applying a horizontal flip.

3.1

Landmark Categorization

After simplifying the face poses, we focus on landmark localization of frontal and rightlooking faces. Based on this setting, we estimate landmarks under different strategies.
Although landmarks usually locate on corners or edges of sub-facial organs, their visibility varies across poses. Some landmarks are visible under most poses, such as the tip of nose
and the center of upper lip. They are stable features for a pose-aware framework and suitable for processing with conventional CNN methods. We defined them as Stable Landmarks
(SL). In contrast, the rest of landmarks could be occluded in some poses. Thus we called
them Unstable Landmarks (UL). We described the SLs and ULs with the 68-point Multi-pie
[13] configuration.
(30) From the left semiface which are in good
visibility

(4) To reduce error
for 3DMM fitting

Unstable Landmarks (UL)
Right-looking & Frontal Faces

Stable Landmarks (SL)

Figure 2: Landmark categorization. Based on the setting that we focus on right-looking
and frontal faces, all 68 landmarks are categorized as Stable Landmarks (SL) and Unstable
Landmarks (UL) according to their visibility across poses.
Based on this setting, all existing 68 facial landmarks are categorized into SLs and ULs.
Figure 2 illustrates the definition of SLs and ULs used in our proposed framework. Note that
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the SLs come in two parts: 1) 30 landmarks are from the left semi-face which is in good
visibility, and 2) 4 landmarks from the right semi-face are introduced to reduce error for the
later 3DMM fitting.

3.2

Framework
3DMM Stage

Input: Facial Patch

CNN Stage

Unstable Landmarks
(UL)

Stable Landmarks
(SL)
Output: Full Landmarks

Figure 3: The pipeline of our proposed method. A sophisticated CNN stage receives the
input image patch and estimates the stable landmarks (SL), followed by a 3DMM stage
which generates results for the unstable landmarks (UL). SLs and ULs are later combined to
form the full landmarks.
Since all landmarks are categorized into two parts according to their visibility, we deploy
two different strategies to estimate them, respectively. The pipeline of our proposed method
is illustrated in Figure 3. The framework mainly consists of two stages: 1) the CNN stage,
and 2) the 3DMM stage. The stable (SL) and unstable (UL) landmarks are estimated with
the two stages, respectively.

3.3

The CNN Stage

Since the SL are usually stably visible in most samples, we apply a CNN stage to estimate
them explicitly. As shown in Figure 4, the pipeline of the CNN stage consists of two convolutional neural networks with a spatial transform process in between. Firstly, the original
input image patch goes through a convolutional neural network, with which the rough landmark results are estimated. Subsequently, a spatial transform process is applied to the input
image to remove the scale variations, translations, and in-plane rotations, together with a
horizontal flip if the face is right-looking. Finally, the well-transformed image is fed to a
convolutional neural network to generate refined landmarks.
As mentioned in the introduction, the imbalance of pose distribution in training data is
another reason that weakens the existing methods. To mitigate this problem, we apply a
balancing-in-the-mini-batch strategy to train the networks. It’s an unsupervised approach
that generates pose-balanced samples in each mini batch. Firstly, a General Procrustes Analysis (GPA) is applied to the training shapes, followed by a Principal Component Analysis
(PCA) which projects all training shapes to a one-dimensional space defined by the shape
eigenvector. The 1-dim projection coefficients control pose variations to some extent. All
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Original Face Patch

CNN

Spatial Transform

CNN

Stable Landmarks

…

Left-Looking
Faces

Affine
Transform

Right-looking
& Frontal Faces

Affine
Transform

FLIP

Spatial Transform

Figure 4: The pipeline of the CNN stage consists of 2 convolutional neural networks with a
spatial transform process in between. The spatial transform deals with samples differently
according to poses. The left-looking faces (from the viewer’s perspective) would be flipped
horizontally in order to be consistent with the right-looking faces.
training samples are then categorized into several subgroups according to the 1-dim projection coefficients. Training samples are fetched evenly from each subgroup to ensure a
pose-balanced mini batch.

3.4

The 3DMM Stage

The stable landmarks (SLs) are estimated with the CNN stage, whereas the remaining unstable landmarks (ULs) are not suitable for CNN-based methods due to the ambiguity. Accordingly, pose-free methods are ideal for the estimation of the ULs. Since the human face is
horizontally symmetric, the missing topological structure can be recovered with only partial
information. A 3DMM model is capable of recovering a temporary face mesh from a set
of landmarks. Hence, we apply a popular public available 3DMM framework EOS [15], to
implicitly estimate ULs.
As illustrated in Figure 2, the landmarks in SLs mainly locate on the sub-facial organs in
left semi-face, such as the left eye, left nostril and so on. To improve the robustness of the
3DMM module and reduce fitting errors, 4 landmarks from the right semi-face are introduced
to the SLs. The SLs and their corresponding vertex indices are combined to generate a set
of pairs, followed by a 3DMM estimation including the shape and the expression fitting. A
rough facial mesh is later generated. The fitting process is conducted iteratively to ensure the
fitting is accurate. The ULs are estimated by projecting the corresponding vertices with the
estimated parameters. Additionally, the 3DMM method provides 3D vertices for landmarks,
which are actually 3D-2D landmarks (see [8] for more information about 2D and 3D schemes
of facial landmarks). Usually most landmarks are the same among them, but the landmarks
on the facial contour. To obtained 2D landmarks from 3D vertices, a soft-corresponding in
facial edge topology [2] is applied.

4

Experiments

In this section, a series of extensive experiments are conducted on popular public available
datasets, to evaluate the robustness of our proposed method. We describe the implementation
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setting of the experiments, followed by a set of comparisons with the existing approaches
with a discussion.

4.1

Implementation Settings

In this part, we describe the detailed experiment setting used in our experiment, including
the network backbone, training setting, evaluation metrics, and the datasets.
Convolution Neural Network: ResNet-50 [14] is deployed as the backbone for the
CNN stage. We use the default bounding boxes and later resize the cropped face patch to
224×224×3 to meet the ImageNet [7] standard. To improve the estimation performance, we
follow the wing loss proposed by Feng et al. [11] and set ω = 18, ε = 3 in the experiments.
The wing loss is a wing-shape loss function aiming at emphasizing the small error terms to
overcome the defects of the commonly used L2 loss.
Training Settings: All experiments are conducted on a server running Ubuntu 16.04
with an Intel i7 8700K CPU, 32GB of RAM and 2 Nvidia GTX1080Ti GPU cards. PyTorch1.0.1 is adopted as the deep learning framework. SGD with momentum=0.9 and weight
decay=5 × 10−4 is applied for training. Learning rate is initially set to 1 × 10−5 and later
drops to 1 × 10−7 with the decay step of 60,000. The CNN models are trained with 180,000
iterations. To perform online data augmentations, we randomly rotate each training samples
between [−10◦ , 10◦ ]. For bounding box perturbation, we apply random translation of the
face bounding box between [-5%, 5%] of the box size. Moreover, a random scaling between
[-7%, 7%] is applied and a random Gaussian blur is injected with the probability of 50%.
Evaluation Metrics: We adopt a widely used metric, Normalized Mean Error (NME),
for evaluation. It averages distance errors between predicted and ground truth locations,
followed by a normalization process. The calculation of the normalized error Ei for the ith
sample is calculated with:
Ei =

1
L

∑Lj=1 |xi, j − x̂i, j |2
di

(2)

where L denotes the number of landmarks in a face, while j represents jth landmark. xi, j
and x̂i, j represent predicted and ground truth landmark coordinates of jth landmark for the ith
sample, respectively. di denotes the normalization term for the ith sample. For inter-ocular
distance, di is the distance between 2 outer eye corners, whereas the distance between 2 eye
centers for inter-pupil distance. The final NME is calculated by averaging the normalized
error E across the testset.
Datasets: We conduct a set of extensive experiments on three public available datasets,
including 300-W, COFW-68, and AFLW. The 300-W dataset is a collection of multiple face
datasets. The faces in 300-W have been annotated by 68 facial landmarks. We followed the
protocol proposed by Ren et al. [23], in which the testset is split into an easy common set and
a difficult challenge set. For COFW, we conduct an evaluation on the 68 landmarks version
which is re-annotated by Ghiasi and Fowlkes [12]. AFLW is a very challenging dataset that
has been widely as a benchmark. We follow the AFLW-Full protocol [38] and conduct an
evaluation on 4386 test images. The width or height of the facial bounding box is used as
the normalization term.
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Table 1: Comparisons with the state-of-the-art approaches on the 300-W Fullset. Note that
we report results under the normalization term of inter-pupil and inter-ocular distances, respectively. (Normalized Mean Error: %)
Method

4.2

Common

Challenge

300-W Fullset

Inter-pupil Distance
DCPR[5]
CFAN[35]
ESR[6]
SDM[33]
LBF[23]
CFSS[37]
TCDCN[36]
MDM[26]
RAR(ECCV16)[32]
TSR(CVPR17)[20]
LAB(CVPR18)[30]
Wing(CVPR18)[11]
Proposed Method

6.18
5.50
5.28
5.57
4.95
4.83
4.80
4.83
4.12
4.36
3.42
3.01
3.42

17.26
16.78
17.00
15.40
11.98
9.98
8.60
10.14
8.35
7.56
6.98
6.01
5.73

8.35
7.69
7.58
7.50
6.32
5.76
5.54
5.88
4.94
4.99
4.12
3.60
3.87

Inter-ocular Distance
PCD-CNN(CVPR18)[19]
SAN(CVPR18)[10]
LAB(CVPR18)[30]
Proposed Method

3.67
3.34
2.98
2.48

7.62
6.60
5.19
3.98

4.44
3.98
3.49
2.77

Comparison with Existing Approaches

We firstly compare our proposed method with the previous state-of-the-art methods on the
300-W Fullset. The results are reported in Table 1. Note that we report results under the
normalization term of inter-pupil and inter-ocular distances, respectively. In both common
and challenge subsets of the 300-W Fullset, our method achieves significant improvements
compared to the existing methods.
In general, our method achieves 3.87% (inter-pupil), or 2.77% (inter-ocular) mean errors
on the 300-W Fullset. We achieve state-of-the-art performance in the inter-ocular distance
set and significantly outperforms the existing LAB [30]. For the inter-pupil distance, our
method is slightly inferior to the Wing [11] due to the degradation in the common subset. In
detail, the proposed method provides the best performances in the challenge sebset, which
mainly consists of profile faces and is thought to be very challenging. In the inter-pupil
distance set, comparing to the state-of-the-art method Wing with the mean error of 7.18%,
we reduce the error to 5.75%. And the current best performance in the inter-ocular distance
set is reduced sharply from 5.19% to 3.98%. The results on the challenge subset indicate that
the introduction of the 3DMM significantly improves the existing methods. For the common
subset, the mean error is much smaller because it mainly consists of semi-frontal faces. We
provide decent performance with the mean error of 3.42% under inter-pupil distance, and
2.48% under inter-ocular distance. Although the performance is not as good as the Wing
[11] method, our method is still comparable to the LAB [30] method, which is at a satisfying
level for further applications.
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Table 2: A comparison of proposed method with the existing approaches on COFW-68 testset
and AFLW-Full testset. (Normalized Mean Error: %)
Method
COFW-68 AFLW-Full
RCPR[5]
TCDCN[36]
HPM[12]
CFSS[37]
TSR(CVPR17)[20]
LAB(CVPR18)[30]
Wing(CVPR18)[11]
Proposed Method

8.76
7.66
6.72
6.28
–
4.62
5.07
3.55

1

NME

0.9

0.08

0.8

0.07

3.73
–
–
3.92
2.17
1.25
1.47
1.51

Original ResNet-50

Proposed Method

Images Proportion

0.7

0.06
0.6
0.5

0.05

0.4

0.04

0.3

0.03

0.2

0.02
0.1

1

300W-Fullset
COFW-68

2

3

4

5

6

7

8

0
0

0.01

0.02

0.03

0.04
0.05
0.06
Normalized Mean Error

0.07

0.08

0.09

0.1

(a) The CED curves of 300-W and COFW-68

(b) The NME distribution across poses

Figure 5: (a) The CED curves for 300-W Fullset and COFW-68 testset. (b) The normalized
mean error (NME) distributi on of the proposed and original ResNet-50 methods across pose
variations. Note that we report results under inter-pupil distance.

We further compared the proposed method with existing methods on COFW-68 and
AFLW-Full testsets. Results are list in Table 2. Our proposed method achieves state-ofthe-art performance on the COFW-68 testset as the mean error drops from 4.62% to 3.55%.
For the AFLW-Full testset, the mean error is 1.51%. It is slightly behind the existing LAB
and Wing methods, but still remains a decent result in this area of research.
As shown in Figure 5, we illustrate the CED curves of our proposed method, together
with the NME distribution across different facial poses. Comparing to conventional ResNetbased method that directly estimating full landmark coordinates with CNN, our proposed
method significantly reduces mean errors on samples with large poses. And for semi-frontal
faces, our method achieves comparable performance as the original ResNet-based method
does. Hence, our proposed method mainly improves the performance for estimating landmarks for large-pose samples, while the performance for semi-frontal faces remains. Overall,
the proposed method shows the robustness of pose variations to some extent.
However, there are some limitations. First of all, human faces are not always symmetric.
For example, when fed with a one-eye-close face, the proposed method may provide error
estimation for the eyes. What’s more, the proposed method is computationally expensive.
The deployment of ResNet-50 and EOS makes it a large model. Engineering optimizations
should be utilized to speed up the computation in future work.

10S. LI, H. LI, J. CUI, H. ZHA: POSE-AWARE FACE ALIGNMENT BASED ON CNN AND 3DMM

5

Conclusion

The pursuit for better facial landmark localization accuracy on samples with large pose variations leads to proposing progressively more complex models and representations. Contrary
to conventional methods, we showed how a joint framework based on convolutional neural
networks and 3d morphable models, can explicitly handle pose variations for robust facial
landmark localization. We took advantage of the symmetry of the human face and divided
facial landmarks into two categories, stable and unstable landmarks. A sophisticated CNN
model was trained to directly estimate the stable landmarks, whereas a following 3DMM
model generated the remaining unstable landmarks. The extensive results showed the superiority and robustness of our proposed framework.
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