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Abstract

Recently there have been a number of approaches which develop a semantic segmen-
tation of X-ray Computed Tomography (CT) scans. In most of these cases, high-quality
(HQ) tomography reconstructions are available as input; however, in practice this is not
always available. When the X-ray exposure time of the imaged object must be limited
to reduce the radiation exposure, or to capture time-critical events, noisy, low-quality
(LQ) tomograms will be attained, and as a result these can be more difficult to segment.
Here, we address the case of time-resolved volumetric tomography data collection (4D
datasets), where multiple LQ tomograms with small number of projections are collected,
specifically to investigate the process of industrial corrosion at the Diamond Light Source
(DLS) synchrotron. Fortunately however, it is common practice to collect HQ tomo-
grams with a large number of projections before or after the time-critical portion of the
experiment. In this paper, we propose an end-to-end network that can learn to denoise
and segment the reconstructions of the LQ tomograms, using the representative fully
segmented HQ tomogram to train the network. Our single network is able to offer two
different desired outputs while only training once, with the denoised output improving
the accuracy of the final segmentation. Our method is able to outperform state-of-the-art
methods in both tasks of segmentation and denoising. We also make our datasets as well
as the code publicly available.

1 Introduction
In recent decades, X-ray computed tomography has become increasingly popular amongst
industrial users and researchers studying the hidden inner structure of many different objects
of interest. However, one of the most difficult tasks associated with almost all tomography
studies is the semantic segmentation of the resulting volumetric datasets, which requires
many hours of manual work. Fortunately, recent automatic techniques based upon deep
learning [8, 9, 13, 36, 43] have shown an unprecedented improvement in segmentation
accuracy, where sufficient annotated data is available. Deep learning approaches achieve
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Figure 1: Cross section of our dataset reconstructions and annotations. (a) FBP reconstruc-
tion from 3601 projections, (b) CGLS reconstruction from 91 projections, (c),(d) are zoomed
versions of (a),(b) respectively and (e) are annotations for the same area. Label 0 in (b) refers
to the air outside the base material, Label 1 in (e) refers to the base material, Label 2 are the
magnesium deposits and Label 3 are the air pockets

this by learning an end-to-end mapping between the tomography volumes and the annotated
data, and later apply it for the annotation of new tomography volumes.

Nevertheless, in cases where the available time for X-ray scanning is or must be lim-
ited, only a small number of projections can be captured. One of these cases is Diamond
Light Source’s (DLS) high speed 4D CT datasets, which are sets of multiple consecutive
tomograms that capture time-related events within the samples. One of the most common
uses of these datasets is to study the evolution of industrially-important processes in a mate-
rial substance, such as corrosion. Unfortunately, acquiring projections from an low number
of angles makes obtaining the voxel representation of the tomograms an ill-posed recon-
struction problem. This results in low-quality (LQ) reconstructions, in which the level of
noise is high and imaging artefacts are prevalent. To address this issue, iterative reconstruc-
tion methods such as the Conjugate Gradient Least-Squares method (CGLS) [45] are used.
Figure 1(a,c) shows a dataset reconstructed using the non-iterative Filter Back Projection
method (FBP) [15] using a high number of projections; however when only a small number
of projections is available, even with the use of the CGLS [45] method 1(b,d), there is still a
high degree of noise, making further processing complex.

We present an end-to-end deep learning approach for the task of denoising and segmen-
tation of reconstructions of low-projection tomograms, also referred as low-dose or sparse-
angle tomograms. As is common practice during 4D dataset collection, high-quality (HQ)
tomograms with a large number of projections are captured before or after the time-critical
portion of the collection. Therefore, it is possible, using these representative HQ tomograms
as prior, to tackle both goals of denoising and segmentation in the LQ component tomograms
of 4D datasets. This is achieved by stacking two DenseUSeg [3] networks proposed here,
which improves results in both areas. The stacked networks are inspired by Newell’s [32]
approach of Stacked Hourglasses, with the first one denoising the input and the second seg-
menting it. Stacking two networks creates an intermediate result that allows an intermediate
loss to be applied in order to obtain the denoised output. Additionally, stacking the networks
enables the denoised output to be utilized by the follow up network to achieve an more ac-
curate segmentation. It also decreases training time compared to training the two networks
separately. In conclusion, in this paper:

• We propose our DenseUSeg architecture that extends upon the DenseSeg architec-
ture [8].

• We propose an end-to-end deep learning approach that produces two different outputs,
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the denoised counterpart of the input and its segmentation map. This network, named
Stacked-DenseUSeg, utilises the denoised output to further improve its segmentation
accuracy compared to DenseUSeg [3] and other state-of-the-art methods.

• We demonstrate that it is equally good or better over some metrics for the denoising
and segmentation of low-projection CT reconstructions compared to the state-of-the-
art.

2 Related work

Generally, semantic segmentation approaches can be split into two categories: approaches
using pixel/voxel-wise networks that label one pixel/voxel of the input and approaches using
fully convolutional neural networks that label multiple pixels/voxels.

In pixel/voxel-wise network approaches the task of the network is given the surrounding
neighborhood of a pixel/voxel as input to predict its class. One of the first attempts for seg-
mentation came from Ciresan et al. [14] who used a convolutional network ending with fully
connected layers. Its performance was later improved by Pereira et al. [34] who deepened
the architecture. Moeskops et al. [30] and Havaei et al. [17] introduced multiple pathways
into the network to increase accuracy using multi-scale contextual information and, recently,
Kamnitsas et al. [21] introduced Conditional Random Fields (CFRs) to gain additional ac-
curacy. However, as was showcased by Salehi et al. [31] fully convolutional neural networks
tend to have both better performance and faster training and testing times.

Fully convolutional approaches are designed to offer predictions for the whole (or a sub-
section of the) input. First proposed by Long et al. [37], fully convolutional networks replace
the fully connected layers of pixel/voxel-wise networks with upscaling operations. . Later,
Badrinarayanan et al. [2] showed that segmentation networks can be easily created through
modification of the classification network (VGG-16 [38] in their case) allowing the pre-
trained weights to improve the accuracy. Later, Ronneberger et al. [35] introduced the UNet
architecture, which uses an "expansive" path of upscaling operations, convolutions and skip
connections to achieve new standards in segmentation accuracy, while Cicek et al. [13] ex-
panded the architecture for 3D volumes. In 2016, He et al. [18] presented their residual
network architecture, ResNet, to combat the gradient degradation of deeper architertures .
Their contribution inspired a number of segmentation approaches [9, 12, 29] with one pro-
posed by Chen et al. [9] demonstrating noteworthy segmentation results by also introducing
deep supervision [25]. Recently, Huang et al. [19] proposed their DenseNet architecture of-
fering better performance on the degredation problem. Their architecture was also adapted
to segmentation, with Bui et al. [8] and Zhang et al. [43] demonstrating improved segmen-
tation results. Recently, Li et al. [26] used Dense networks including an "expansive" path
similar to DenseUSeg [3] but, due to memory constraints, the upscaled and skipped feature
maps are added and concatenated.

Deep learning methods have also been applied to the problem of denoising low-projection
tomogram reconstructions. Most [10, 11, 22, 23, 27, 42] utilise simpler architectures, as
these are early works. Architectures like [8, 9, 13] have not yet been applied to this task.
However based on the general trend, deeper architectures tend to offer higher performance
regardless of the task (classification, segmentation, etc.). For this reason, in section 5 we
compare our proposed architectures against the more recent [8, 9, 13], and as it will be
shown they offer remarkable denoising results.
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Figure 2: (a) Our proposed DenseUSeg architecture, (b) Our final Stacked-DenseUSeg ar-
chitecture utilising 2 modules of DenseUSeg from panel (a) omitting repeating the initial 3
convolutional layers , (c) Dense Block used in DenseUSeg, Marks A-D are described in text

3 The Stacked-DenseUSeg architecture

In this section, we will showcase our DenseUSeg and Stacked-DenseUSeg networks [3] as
shown in Figure 2. Our network is composed of two of our proposed networks stacked se-
quentially. Our DenseUSeg architecture expands upon the DenseSeg architecture proposed
by Bui et al. [8] by adding an expansive path similar to UNet [35]. This path using consecu-
tive transpose convolutions and additional convolutional layers has proven to offer more ac-
curate segmentation output. Furthermore, similar to DenseSeg, our architecture is composed
of Dense Blocks proposed by Huang et al. [19]. Specifically, the output feature maps of the
lth Dense Module within a Dense Block are xl =Hl([x0,x1, . . . ,xl−1]), where [x0,x1, . . . ,xl−1]
is the concatenation of the feature maps formed in the earlier 0,1, . . . , l−1 layers and Hl the
composite function of the lth Dense Module. Based on the above and Figure 2(c) each Dense
Module receives as input the concatenation of the all the previous Dense Modules’ feature
maps. Through this process the number of feature maps after l Dense Modules is k0 + l · g
where k0 is the number of the initial feature maps of the input to the Dense Block and g the
growth rate, is the number of feature maps added by each Dense Module. Based on prelim-
inary testing, we decided to set the growth rate of DenseUSeg and Stacked-DenseUSeg to
g = 64, thus attaining the highest performance without diminishing returns.

In our architecture, before the entrance to the first Dense Block the input passes through
3, 3x3x3 convolutional layers that produce k0 = 32 feature maps followed by a 2x2x2 convo-
lution with stride 2 to reduce their scale. Following that the architecture consists of 4 Dense
Blocks each with 4 Dense Modules (see Figure 2(c)). Each of the Dense Modules contains a
bottleneck 1x1x1 convolutional layer and a 3x3x3 one. To mitigate the extensive increase of
feature maps as the network becomes deeper because of Dense Blocks, Transition Blocks are
introduced between each of the Dense Blocks. These include a 1x1x1 convolution that de-
creases the number of feature maps by a factor of θ = 0.5, continued by a 2x2x2 convolution
with stride 2 for scale reduction. This way the network condenses the extracted informa-
tion from each scale of the input before continuing with the extraction of information for
smaller scales. It is also important to mention that before each convolutional layer in the
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Dense and Transition Blocks and after in the initial 3 convolutions, batch normalisation and
the Rectified Linear Unit (ReLU) are employed to improve robustness [20] and introduce
the necessary non-linearity [16] respectively. Finally, a Dropout layer [39] with rate p = 0.2
is added after each Dense Module as it has been proven to help with over-fitting problems.
Moving forward in the architecture’s expansive path, DenseUSeg uses a scheme similar to
UNet [35]. The network upscales the feature maps of the deeper Dense Block using a 4x4x4
transpose convolutional layer with stride 2 and padding 1 and then concatenates them with
the feature maps of the earlier Dense Block that have the same resolution. The feature maps
then pass through two consecutive convolutional layers, and then the upscaling is repeated.
Since the number of feature maps is very extensive after the Dense Blocks, both the transpose
convolutions and the first of the two consecutive convolutions in the expansive path reduce
the number of convolutions by half. When the feature maps reach the initial resolution, they
pass through a 1x1x1 convolution and a Softmax Layer which produces the final predictions.

As Figure 2(b) shows, when combining two DenseUSeg nets in our Stacked-DenseUSeg
architecture the initial 3 convolutional layers (the ones between the feature maps A and B)
are common. The denoising part of our architecture then produces the denoised counterpart
of the input (feature maps D) and the final feature maps before producing the denoised output
(feature maps C). These then pass through 3x3x3 convolutions and the resulting feature maps
are added with initial feature maps (B) to provide the input for the segmentation DenseUSeg.
Since the initial 3 convolutional layers are common they are skipped within the segmentation
DenseUSeg. Furthermore, as it is shown in section 5 the existence of a Dropout layer in
DenseUSeg and DenseSeg [8] improves the performance only in the case where the input
is noisy and has no effect when the input is noiseless. Therefore, while for the denoising
DenseUSeg a Dropout layer with rate p = 0.2 is selected for the respective segmentation
network, the rate is set to p = 0 as it receives a denoised input. The connection between
the networks is inspired by Newell et al. [32], in which the authors stack multiple hourglass
networks with intermediate supervision in order to improve the network’s final predictions.
For our architecture the goal is to produce a denoised output which assists in the accuracy of
the final segmentation output. The stacked approach is necessary, as it allows for the creation
of an intermediate output with the same size as the input. This enables the application of an
intermediate loss function, to the network in order to obtain the desired denoised output.
Our Stacked-DenseUSeg architecture is therefore able to offer two different outputs in one
training session. This is translated into a potential reduction of training time of two networks,
where the second uses the outputs of the first. While the training the two networks could
occur in parallel, this would require extra computational resources and the segmentation
output would not benefit from the denoised output. Furthermore, it is possible, in other
applications where the denoising or the segmentation is not desired, for both outputs to be
trained to offer one or the other. Even if the intermediate result is not useful in some cases,
the addition of an intermediate inspection is able to improve the accuracy of the final results
[32].

4 Dataset and Training
The HQ dataset used to train our architecture was produced at DLS I13-2 beamline [1] and
was used in [7]. It depicts a droplet of salt water on top of a 500 micron aluminium pin
with magnesium deposits. The dataset is created from a single tomogram captured at the
end of a time-series of LQ tomograms that forms a 4D dataset . The 4D dataset is part
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of a study to measure the corrosion of the metallic pin by the salt-water droplet over time.
Since the tomograms captured from DLS are 2160x2560x2560 in size after reconstruction,
even a single tomogram can provide plenty of training instances after cropping. Since the
tomogram that forms the dataset is captured at the end of the time series it can be captured
with a high number of projections (namely 3601 instead of the 91 projections in the 4D
dataset tomograms). This allows a HQ reconstruction and so the acquisition of more precise
annotations. Capture of these representative high-projections tomograms is common practice
for researchers dealing with 4D datasets. Depending on what is studied, high-projection
tomograms are attained either before or after the capture of a 4D dataset, providing datasets
that can be used as reference, but without interfering with the time series’ fidelity. These
datasets, even though not a part of the 4D dataset, contain valuable information about the
nature of the classes which the researchers want to identify and segment. Therefore, they
can be used for training of networks which will later be used for the segmentation of the
reconstructions of the 4D dataset tomograms. Additionally, since 4D dataset tomograms can
greatly differ from each other, it is important for network to be retrained using the respective
HQ reconstructions.

For training, two reconstructions of our high-projection tomogram are used, reconstructed
using the Savu Python package [40]. The first is made with the FBP [15] algorithm and us-
ing all 3601 available projections. This HQ reconstruction [6] provides the ground truth
used in the denoising part of the network. The second reconstruction is made with the CGLS
reconstruction algorithm [45] and only 91 projections. This LQ reconstruction [5] has the
same reconstruction quality as the reconstructions from the low-projection tomograms in
the 4D datasets when all of their projections are used and provides the input to our net-
work. Figure 1 provides cross sections of the two reconstructions and the annotations, and
depicts the classes which the network aims to segment. The annotations [4] were produced
using Luengo et al.’s SuRVoS [28] software tool and the HQ reconstruction [6]. There are
four classes to be segmented: the air outside the base material (Label 0 in Figure 1(c)), the
base material which is the water and aluminium (Label 1 in Figure 1(f)), the magnesium
deposits within the base material (Label 2 in Figure 1(f)) and lastly the air pockets within
the base material (Label 3 in Figure 1(f)). Since the training of the network is performed
using a single tomogram, it is normalised and split into multiple non-overlapping samples of
64x64x64. Additionally, before entering the network each of the samples is either randomly
rotated between 90°, 180°, 270° degrees, or it is horizontally or vertically mirrored. From
these samples 70% are randomly chosen for training, 10% for validation and 20% for test-
ing. This results in 3723 samples for training, 532 for validation and 1065 for testing, with
the samples being cropped from the area of the tomogram that contain the desired classes
to segment. In contrast, during inference the samples are chosen to be overlapping, and the
final prediction occurs by averaging in the overlapping areas before discretising into the dif-
ferent classes. This is because during training clear separation between training, validation
and testing samples is needed for proper evaluation of the performance of the network, while
during inference overlapping eliminates potential border artefacts in the output subvolumes.

For backpropagation, the Adam method [24] is used, with mini-batches of 8. Stacked-
DenseUSegâĂŹs learning rate is set to 10−5 for the segmentation part, 10−4 for the denoised
part and a weight decay is set to 0.0005. Each of epoch lasts for 300 minibatches and the
network passed through 100 epochs during training. The Weighted Cross Entropy loss crite-
rion is used for the segmentation output and the Mean Square Error (MSE) for the denoising
one. The weights for the Cross Entropy are calculated as W = median(P/S)/(P/S) where P
is a vector of the pixel counts of the different classes and S is a vector that contains in how
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many samples of each class are present. The combined criterion for Stacked-DenseUSeg
is LCombined = LCross_Entropy +λLMean_Square_Error, where λ balances the two losses and it is
empirically set to 10. The LCross_Entropy loss uses as ground truth the segmentation annota-
tions while the LMean_Square_Error the HQ reconstruction. As a segmentation metric, the mean
IoU (Intersection over Union) is used. The mean IoU is selected is as it is a popular metric
for the quantitative measurement of segmentation quality [2, 12, 37, 44]. For the denoising,
the Peak Signal to Noise Ratio (PSNR) metric (which is a logarithmic representation of the
mean square error), and the Structural Similarity Index (SSIM) [41] are used to quantita-
tively evaluate the image restoration quality metric for the ground truth (in our case the HQ
reconstruction [6]). Training took approximately 18 hours on PyTorch [33] using 4 NVIDIA
Tesla V100s.

5 Experiments
In this section we present and compare the results obtained from our Stacked-DenseUSeg
and DenseUSeg [3] architectures to the state-of-the-art methods of DenseSeg [8], 3D-UNet
[13] and VoxResNet [9]. In the following experiments, we increase the growth rate of Dens-
eSeg [8] to g = 64, as with the original we observed very low performance and additionally
this setting allows us to produce data comparable to DenseUSeg (which also has g = 64).

Regarding the task of denoising, we trained the above networks using MSE as the loss
criterion except for Stacked-DenseUSeg which is trained based on the combined loss de-
scribed in Section 4. Input to the networks is the LQ reconstruction [5], and the HQ recon-
struction [6] acts as a ground truth. For the denoising task the final Softmax layer in the
networks is removed or replaced with a 1x1x1 convolution if there is not one present before
it. This experiment is performed in order to determine which architecture is best for the task
of denoising. As shown in Table 1, our DenseUSeg architecture performs equally well or
better on both PSNR and SSIM [41] metrics compared to other state-of-the-art methods. As
can be seen in Figure 3 from mark (F), the DenseUSeg is able to restore the air pocket with
the correct intensity and size. Furthermore, from mark (G) it can be seen that compared to
the other networks, it can better restore the difficult case where the base material consists
of water and not aluminium. Because of its performance it was selected as the denoising
part of Stacked-DenseUSeg. Table 1 displays also the performance of Stacked-DenseUSeg’s
denoised output, and while it is not as accurate as DenseUSeg, it still outperforms Dens-
eSeg [8] on PSNR and 3D-UNet [13] on both PSNR and SSIM. However, as it can be seen
in the Figures 3i-m compared to Figure 3h the exact structure of internal components cannot
be recovered. This is due to large undersampling of projections in the input and, as can be
observed in Figure 3a, there is information that is permanently lost and impossible to infer.

For segmentation, all the above networks apart from Stacked-DenseUSeg are trained
using the loss criterion of Weighted Cross Entropy described in Section 4. The segmentation
experiments took place with two different setups. In the first, the HQ reconstruction [6] (see
Table 2(A)) is the input and in the second the LQ reconstruction [5] is the input. In the
first, the goal is to learn the accuracy of the different networks under optimal conditions,
and the absence of noise or artefacts. For this setup it is important to mention that both
DenseUSeg and DenseSeg are set with Dropout rate of p = 0, as in preliminary tests it was
seen that Dropout is not helpful when noise is absent. In addition, Stacked-DenseUSeg is
not listed in Table 2(A) as it is designed to upscale the LQ reconstruction [5] by using the
HQ reconstruction [6] and the annotations as ground truths. Based on Table 2(A), it can be
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Method PSNR (dB) SSIM
Stacked-DenseUSeg [3] (ours) 35.81 0.908
DenseUSeg [3] (ours) 36.85 0.914
DenseSeg [8] (g = 64) 36.24 0.908
3D-UNet [13] 35.63 0.904
VoxResNet [9] 36.76 0.914

Table 1: IoU results from testing on denoising using the 91-projection CGLS reconstruction
as input and the 3601-projection FBP reconstruction as ground truth. The growth rate of
DenseSeg is increased from 16 to 64 in order to offer more comparable results

Intersection over Union (IoU)
(a) Input: HQ reconstruction [6] Label 0 Label 1 Label 2 Label 3 mean
DenseUSeg [3] (ours, p = 0) 0.99 0.98 0.60 0.59 0.79
DenseSeg [8] (g = 64, p = 0) 0.99 0.97 0.49 0.41 0.72
3D-UNet [13] 0.99 0.98 0.59 0.53 0.77
VoxResNet [9] 0.99 0.97 0.52 0.35 0.71
(b) Input: LQ reconstruction [5] Label 0 Label 1 Label 2 Label 3 mean
Stacked-DenseUSeg [3] (ours) 0.99 0.97 0.46 0.48 0.72
DenseUSeg [3] (ours) 0.98 0.96 0.40 0.43 0.70
DenseSeg [8] (g = 64) 0.99 0.95 0.36 0.33 0.66
3D-UNet [13] 0.99 0.95 0.36 0.43 0.68
VoxResNet [9] 0.99 0.96 0.41 0.27 0.66

Table 2: IoU results from testing on segmentation of the labels in Figure 1 using (a) the
3601-projection FBP reconstruction [6] and (b) the 91-projection CGLS reconstruction [5]
as input. For (b) the DenseSeg and DenseUSeg architectures are set with Dropout rate p = 0
as in preliminary experiments they displayed higher accuracy with this setting. On the other
hand, this was not present when the output was the 91-projection CGLS reconstruction. For
both (a) and (b) the growth rate of DenseSeg is set to 64 to offer more comparable results.

seen that under optimal conditions DenseUSeg is able to outperform the other methods in the
majority of the classes and in the mean IoU. Regarding the second setup, as can be seen from
Table 2(B), with the LQ reconstruction [3] as input the DenseUSeg and Stacked-DenseUSeg
achieve higher accuracy compared to the other state-of-the-art methods. Stacked-DenseUSeg
performs particularly well, presumably because of the denoised output, segmenting more
accurately the difficult 2nd and 3rd classes. In terms of qualitative results, examining the
marks (A)-(E) in Figure 3 shows that Stacked-DenseUSeg is closer to the ground truth than
the other methods.

6 Conclusions

In this paper, we propose the DenseUSeg [3] architecture which is able to achieve state-of-
the-art performance in volumetric semantic segmentation by combining the DenseSeg [8]
with an "expansive" path inspired from UNet [35]. Additionally, we demonstrated that it
offers noteworthy performance for the task of denoising low-projection tomograms. By
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Figure 3: Segmentation and Denoising Results. (a) Input to the denoising and segmentation
networks, the CGLS reconstruction from 91 projections [5], (b) Annotations: Label 0 in
black refers to the air outside the base material, Label 1 in red refers to the base material,
Label 2 in yellow are the magnesium deposits and Label 3 in white are the air pockets,
(c)-(g) Segmentation output of the respective networks, (h) the FBP reconstruction from
3601 projections that is ground truth for the denoising networks, (i)-(m) are the denoised
outputs of the respective networks when they work to denoise (a) using (h) as ground truth.
For Stacked-DenseUSeg (c) and (i) are produced simultaneously and there is not need for
retraining. Marks A-G are described in text.

stacking two DenseUSegs we created the Stacked-DenseUSeg [3] architecture that produces
two different outputs, a denoised and segmented version of the input. By using as input
the denoised version, it achieves higher accuracy than DenseUSeg alone. Based on that,
Stacked-DenseUSeg is well-placed to accurately denoise and segment low-projection CT
tomograms, and likewise for the 4D datasets which are increasingly required for the study of
physical material processes.
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